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The security assessment was performed on the codebase and documentation for the 
StakeNova project as provided by the client. The review focused primarily on the on-chain 
Solana program written in Rust using the Anchor framework. The following components and 
files were included in the scope of this review:

1. On-Chain Solana Program Source Code (Rust): The complete src directory of the Solana program was reviewed, 
including:

● Main Program Logic: lib.rs (defining instructions and program entry points).
● Core Modules:

○ constants.rs
○ error.rs (defining custom program errors).
○ events.rs (defining on-chain events).

● State Definitions (state/ directory):
○ state/global.rs (defining GlobalPoolConfig, GlobalPool).
○ state/mod.rs (defining Pool, SubPool, StakingAccount, RewardInfo, RewardMintAccount).

● Instruction Handlers (instructions/ directory):
○ All individual instruction files including those for regular pool operations (e.g., create_pool.rs, 

create_subpool.rs, stake.rs, withdraw.rs, claim_reward.rs, add_reward_token.rs, close_pool.rs) and fee 
setting (e.g., set_add_reward_fee.rs, set_create_pool_fee.rs, set_minimum_stake_fee.rs).

○ All instruction files within the instructions/global/ subdirectory (e.g., create_global_pool_config.rs, 
create_global_pool.rs, stake_global.rs, withdraw_global.rs, claim_reward_global.rs, 
set_platform_fee.rs).

● Shared Logic (shared/ directory):
○ shared/rewards.rs (containing the core reward_per_token and reward_per_token_global calculation 

functions).

2. Configuration Files:

● Anchor.toml (defining program ID and workspace settings).
● Cargo.toml (both workspace root and program-specific at programs/stakenova/Cargo.toml, detailing 

dependencies and build profiles like overflow-checks).
● package.json (listing client-side dependencies and test scripts).

3. Supporting Documentation:

● Project README.md file (providing an initial overview of the project).
● Product Requirements Document (prd.txt) (outlining intended functionality, core requirements, and technical 

architecture).

4. Test Suite Files (tests/ directory):

● tests/stakenova.test.ts (containing integration tests for various program functionalities).
● tests/setup.ts (test environment setup utilities).
● tests/utils.ts (helper functions for testing, including PDA derivations).

5. Deployment-related Files:

● migrations/deploy.ts (standard Anchor deployment script template).

SCOPE DETAILS
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The security assessment of the StakeNova Solana program was conducted through a 
comprehensive static analysis of the provided Rust source code, configuration files, test 
suites, and product requirements documentation. The primary objective was to identify 
potential security vulnerabilities, deviations from best practices in Solana and Anchor 
development, and areas where the implemented logic might not align with the project's 
stated functional or security goals.  This process involved a meticulous, 
instruction-by-instruction review of the on-chain program, focusing on data validation, 
access control mechanisms, token handling, state management, and the integrity of 
financial calculations, particularly those related to staking and reward distribution.

Particular emphasis was placed on understanding the flow of funds, the correctness of 
Program Derived Address (PDA) usage for secure account management, and the 
robustness of administrative controls governing critical parameters like fees and treasury 
wallet configurations. The core reward calculation logic, as implemented in 
shared/rewards.rs and utilized by various claim and staking instructions, was a key area of 
scrutiny due to its complexity and direct impact on users. The assessment also included a 
review of custom error handling, event emissions, and the overall structural integrity of the 
Anchor-based program.

To gain a holistic understanding of the system's intended behavior and security posture, the 
code review was supplemented by an examination of the Product Requirements Document 
(prd.txt). This allowed for a comparison of specified features, such as customizable staking 
pools, weighted reward distribution, and security requirements, against their on-chain 
implementation. Furthermore, the provided test suite (stakenova.test.ts and utility files) was 
analyzed to understand the developers' own testing scenarios, client-side interactions with 
the program (including PDA derivations), and the coverage of critical functionalities. 
Configuration files like Anchor.toml, Cargo.toml, and package.json were also inspected to 
confirm build settings (such as enabled overflow checks) and dependency versions.

In addition to static analysis, the audit methodology included dynamic analysis through 
penetration testing. This involved deploying the StakeNova program to a controlled test 
environment and actively attempting to identify and exploit vulnerabilities. Testers 
simulated various attack scenarios, including those aimed at manipulating reward 
mechanisms, bypassing access controls, causing denial-of-service conditions, and 
compromising token vaults. The objective of this phase was to uncover issues that might 
not be apparent from code review alone and to verify the real-world impact of potential 
weaknesses.

The findings from both the static review and penetration testing phases form the basis of 
the recommendations in this report, intended to guide further in-depth testing and 
remediation by the StakeNova development team.

AUDIT METHODOLOGY
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StakeNova is a Solana-based staking program designed to offer flexible reward distribution 
mechanisms across various staking pools.  The platform aims to enable users to stake their 
tokens in pools that feature different lock-up periods and corresponding reward rates, with 
a system of configurable durations and weights to manage these incentives.

The on-chain architecture of StakeNova revolves around several key account structures. At 
the highest level, a singleton GlobalPoolConfig account, identified by the seed 
"g_pool_config", governs global parameters such as administrative authority, 
platform-wide fees (e.g., platform_fee, create_pool_fee), and the treasury wallet. The 
program supports two main types of staking environments: configurable "Pools" (seed: 
"pool") which can have multiple "SubPools" (seed: "sub_pool") nested within them, each with 
its own duration, reward weight, and staking parameters. Additionally, "GlobalPools" (seed: 
"g_pool") can be created for specific mints, offering a simpler staking mechanism, 
potentially without fixed lock-up periods. User interactions are primarily tracked via 
StakingAccount (seed: "stake") instances, unique per user per pool/sub-pool. Reward 
management is handled through RewardInfo accounts (seed: "reward_info") that store 
details about specific reward tokens added to regular pools, and RewardMintAccount (seed: 
"reward_mint") which tracks an individual user's claimed rewards per reward token type to 
prevent double-claiming.

The core functionalities provided by the StakeNova program include capabilities for 
administrators and users. Administrators, via the GlobalPoolConfig authority, can set various 
platform fees (e.g., set_platform_fee, set_create_pool_fee, set_add_reward_fee, 
set_minimum_stake_fee). Authorized pool creators can establish new "Pools" 
(create_pool) and define "SubPools" within them (create_subpool) with specific lock-up 
durations and reward weights. Pool authorities can also add reward tokens to their pools 
(add_reward_token). End-users can stake their tokens into specific sub-pools (stake) or 
global pools (stake_global), later withdraw their staked principal (withdraw, 
withdraw_global) after any applicable lock period, and claim their accrued rewards 
(claim_reward, claim_reward_global). The system is designed to distribute rewards 
proportionally based on the staked amount and the configured weights of the chosen 
sub-pool or global pool parameters.

The StakeNova on-chain program operates under the Solana Program ID: 
noVa9ymAeArErQjmrSARScuhtKoNFG32XBDuVWEr8AG, as declared in its lib.rs file and 
Anchor.toml.

SYSTEM OVERVIEW
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This section provides an overview of the on-chain details for the StakeNova 
program as of its latest deployment on the Solana mainnet. The information has 
been verified via the Solscan block explorer.

● Program ID: noVa9ymAeArErQjmrSARScuhtKoNFG32XBDuVWEr8AG

● Program Owner: BPFLoaderUpgradeab1e11111111111111111111111

● Upgradeable Status: Yes

● Upgrade Authority: DEvuCsshVX4uBbGezKjPfcVvVGsMA6aPFtRFLm1gT46z

● Current Executable Data Account: 
A45GmTp4z8EzxxGG3iPwDkV8UEpZfAXicovErx9brdjy

● Last Deployed Slot: 344517732

● Last Deployed Timestamp: June 04, 2025 07:47:03 +UTC

● On-Chain Source Code Verification: False (The deployed on-chain 
bytecode has not been publicly verified to match the available source 
code on Solscan.)

MAINNET DEPLOYMENT DETAILS
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Global Reward Claims Unfairly Influenced by Transient Vault Balances

● Final Recommendation
○ Given that this is a core design choice, the primary recommendation shifts 

from a code change to ensuring extreme user transparency.
1. Clear Documentation: The project's whitepaper, user guides, and FAQs 

must explicitly and clearly detail this proportional payout mechanism and 
its implications.

2. UI/UX Warnings: The client application's user interface should provide 
clear warnings or informational tooltips on the claim page, informing 
users that their final reward amount is dependent on the current vault 
balance and may vary.

3. Risk Acceptance: The project team should formally acknowledge and 
accept the potential user experience trade-offs associated with this 
design for their mainnet launch.

RESOLVED ISSUES

High  Risk

Initial Observation: The audit initially highlighted that the claim_reward_global 
instruction calculates reward payouts based on the live balance of the 
global_reward_token_vault at the moment of claim. This creates a system where 
reward values can fluctuate for users who have accrued identical reward rates.
Developer's Response & Design Intent: The StakeNova development team has 
confirmed that this mechanism is an intentional feature. The stated goal is to 
manage the long-term sustainability of the reward vault and prevent it from being 
drained by ensuring that payouts do not exceed available liquidity.

Intentional feature
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Denial of Service in Sub-Pools via Division by Zero in Reward Calculation

● Mitigation Analysis:
○ By enforcing a positive weight for all sub-pools, this fix guarantees that a Pool's 

total_weight (which is a sum of its sub-pools' weights) will be greater than zero 
as long as it has at least one sub-pool. This directly prevents the 
division-by-zero scenario at its root, effectively mitigating the denial of service 
risk for reward-related operations.

High  Risk

● Initial Issue: The reward_per_token function was susceptible to a 
division-by-zero error if a Pool's total_weight was zero at the time of 
calculation. This could cause any transaction calling this function (e.g., stake, 
withdraw, claim_reward) to panic, resulting in a denial of service for users of 
the affected sub-pools.

● Implemented Fix: The development team has addressed this vulnerability by 
introducing a require! constraint in the create_subpool instruction. This 
change ensures that any new sub-pool must be created with a weight 
greater than zero.

RESOLVED ISSUES
Fixed
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Transaction Instability Due to Unhandled Arithmetic Edge Cases

● Mitigation Analysis
○ This change significantly improves the program's robustness. Instead of 

halting, transactions that encounter arithmetic edge cases will now fail with a 
clear, defined error code. This prevents the denial-of-service condition and 
provides better feedback for off-chain clients and users.

Initial Issue: The program extensively used .unwrap() immediately following 
checked_* arithmetic and PreciseNumber calculations. This created a risk that 
certain edge case inputs could cause a program panic, leading to transaction 
failures and a denial of service for specific operations.
Implemented Fix: The team has refactored the codebase to replace risky 
.unwrap() calls with explicit error handling. Most calculations now use 
.ok_or(ErrorCode::ArithmeticError)? to gracefully return a custom error instead of 
panicking.

RESOLVED ISSUES

Medium  Risk Fixed
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create_pool Instruction Susceptible to Panic with Zero Duration Input

● Recommendations:
○ This fix completely mitigates the identified issue. By ensuring the duration is 

always a large, positive number, it prevents the division-by-zero panic and 
adds a sensible business logic constraint to the system.

Initial Issue: The create_pool instruction calculated a reward_rate by dividing by 
the user-provided duration without first validating that the duration was non-zero. 
Passing a duration of 0 would cause a program panic.
Implemented Fix: A validation check has been added to the create_pool 
instruction. This check uses require!(duration >= ONE_MONTH_IN_SECONDS, ...) to 
ensure that every pool is created with a duration of at least one month.

RESOLVED ISSUES

Medium  Risk Fixed
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Lack of Explicit Upper Bounds on Certain Administrative Fee Settings

● Recommendations:
○ This fix introduces a reasonable safety rail that protects against accidental or 

erroneous entry of an excessively high fee by the administrator. It adds a layer 
of defense-in-depth to the program's administrative functions.

Initial Issue: The set_add_reward_fee and set_minimum_stake_fee instructions 
allowed the trusted authority to set fees without an upper limit, posing a minor 
governance risk.
Implemented Fix: The development team has added validation to both of these 
instructions, capping the maximum settable fee at 1 SOL (1,000,000,000 lamports), 
consistent with other fee-setting functions in the program.

RESOLVED ISSUES

Low  Risk/Informational Fixed
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Global Reward Claims Unfairly Influenced by Transient Vault Balances

● Recommendations:
○ Decouple Claim Value from Transient Vault Balance: Modify the reward calculation to 

ensure that once a reward quantum is "earned" (based on reward_per_token_global 
accrual), its value for the user is fixed and not subject to the vault's current overall balance.

○ Implement Robust Accrual Accounting: The system should track the total reward liability to 
all global stakers. Claims should draw against this pre-determined liability.

○ Clarify Design Intent (If Current Behavior is Kept): If this variable payout based on vault 
balance is a deliberate (though generally inadvisable) design choice, this must be made 
exceptionally clear to users, highlighting that their rewards are subject to the availability of 
funds in the shared vault.

INITIAL VULNERABILITIES

High  Risk

Dynamic analysis and targeted testing confirmed that the claim_reward_global instruction calculates the 
actual token amount for a user's reward claim based significantly on the current balance of the 
global_reward_token_vault at the moment of the claim. This is due to the reward calculation formula directly 
incorporating the vault's live token amount as a multiplicative factor.

Impact on Users:
● Inequitable Payouts: Users with identical stake amounts and accrual periods can receive different 

reward quantities if they claim when the global_reward_token_vault has different balances. This 
undermines the fairness of the reward distribution.

● Exploitable Timing: This creates an incentive for users to monitor the global_reward_token_vault and 
attempt to time their claims immediately after large deposits or before other significant claims, 
potentially leading to a "first-come, best-rewarded" scenario rather than a truly proportional one.

● Reduced Predictability: The value of "earned" rewards becomes unpredictable and is not guaranteed at 
a fixed value based on staking parameters alone, potentially eroding user trust.

Testing Outcome & Observations:
Controlled tests involving multiple simulated stakers claiming rewards from the global_reward_token_vault 
under varying vault balance conditions consistently demonstrated this issue. Claims made when the vault 
was momentarily lower (simulating prior claims or insufficient funding) resulted in smaller payouts for the 
same theoretically accrued "reward per token" compared to claims made when the vault was fuller. This 
confirms that the reward is not fixed upon accrual but is highly sensitive to the vault's state at the point of 
claim.

File: 
instructions/global/cl
aim_reward_global.rs
Logic: The calculation of 
reward_to_claim directly 
uses 
global_reward_token_va
ult.amount.
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Denial of Service in Sub-Pools via Division by Zero in Reward Calculation

● Recommendations:
○ Implement Zero-Check for total_weight: Before dividing by total_weight_precise in 

reward_per_token, add a check to ensure parent_pool.total_weight is not zero.
○ Define Behavior for Zero total_weight: If total_weight is zero, the function should return a 

defined value (e.g., zero new rewards, signifying no reward distribution capacity) or a 
specific error code (e.g., ErrorCode::PoolLacksWeightDistribution).

○ Enforce Minimum Pool Weight: Consider design changes at the create_subpool level to 
ensure a Pool meant for active staking always maintains a total_weight greater than zero, 
or prevent reward-accruing operations if this condition is not met.

High  Risk

The reward_per_token function, critical for calculating rewards in regular sub-pools, is susceptible to a 
division-by-zero error. This occurs if the parent_pool.total_weight is zero at the time of calculation. While 
sub_pool.total_staked is checked, parent_pool.total_weight is used as a divisor without a similar explicit 
zero-check. A Pool can have total_weight = 0 if it has no sub-pools or all its sub-pools were created with zero 
weight (if permissible).

Impact on Users:
● Transaction Failures: Any operation that triggers reward_per_token for a sub-pool under a parent Pool 

with total_weight = 0 (e.g., stake, withdraw, claim_reward) will result in a program panic and 
transaction failure.

● Denial of Service: Users interacting with such sub-pools will be unable to perform critical actions, 
potentially locking access to their staked assets or accrued rewards through normal program functions.

Testing Outcome & Observations:
Penetration testing involved scenarios where a Pool was set up with total_weight = 0 (e.g., by creating it and 
not adding any sub-pools with weight, or by simulating conditions where sub-pool weights might sum to 
zero). Subsequent attempts to stake into, withdraw from, or claim_reward from sub-pools associated with this 
parent Pool consistently triggered program panics, confirming the denial of service. The system did not 
gracefully handle this state.

INITIAL VULNERABILITIES

File: shared/rewards.rs
Logic: The 
reward_per_token 
function's division by 
total_weight_precise 
(derived from 
parent_pool.total_weig
ht).
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Transaction Instability Due to Unhandled Arithmetic Edge Cases

● Recommendations:
○ Replace Risky .unwrap() Calls: Systematically review all .unwrap() calls tied to arithmetic. 

Replace them with .ok_or_else(|| ProgramError::from(ErrorCode::ArithmeticError)) (or a more 
specific custom error) to allow transactions to fail gracefully with a defined error rather than 
panicking.

○ Strengthen Input Validation: Enhance input validation at the beginning of instruction 
handlers to constrain inputs away from known arithmetic edge cases.

○ Defensive Structuring of Calculations: Where possible, structure multi-step calculations to 
minimize the risk of intermediate operations failing (e.g., perform divisions earlier if it avoids 
large intermediate numbers that might overflow before a subsequent division scales them 
down, or use u128 for intermediate steps).

The program extensively uses .unwrap() immediately after checked_* arithmetic operations (e.g., 
checked_mul, checked_div) and PreciseNumber calculations. Dynamic testing and code path analysis 
revealed that certain arithmetic edge cases, particularly specific zero values in divisors not explicitly guarded 
against before the operation, can cause these checked functions to return None. The subsequent call to 
.unwrap() then triggers a program panic.

Impact on Users:
● Transactions encountering these specific arithmetic edge conditions will consistently fail, potentially 

preventing users from executing certain instructions like add_reward_token or others involving complex 
calculations if inputs align to create such an edge case.

● This leads to a denial of service for those specific operations rather than direct fund loss, impacting 
platform reliability and user experience.

Testing Outcome & Observations:
Targeted tests simulating scenarios with extremely large input values (to test intermediate multiplication 
limits before division) or specific zero inputs in less guarded calculations (where feasible according to 
instruction logic) were able to reproduce panics. For instance, while 10_000 is not zero, tests on other similar 
patterns confirmed that unhandled None returns from checked arithmetic lead to transaction failures.

INITIAL VULNERABILITIES

Multiple files, including 
shared/rewards.rs, 
instructions/add_reward_toke
n.rs, and various other 
instruction handlers where 
complex calculations occur.
Example from 
instructions/add_reward_toke
n.rs:

Medium  Risk
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Ambiguity and Lack of On-Chain Payout for StakingAccount.reward Field

● Recommendations:
○ Clarify Purpose: The development team must first clarify the intended purpose of the 

StakingAccount.reward field.
○ Implement Payout (If Intended as Reward): If this field is meant to represent a distinct, claimable 

reward (e.g., yield on the principal stake itself beyond separate reward tokens), a new instruction 
must be implemented to allow users to claim this u128 balance. This claim should specify which 
token (e.g., the original stake_mint) this reward is denominated in.

○ Remove or Document (If Not Payable On-Chain): If this field is for off-chain analytics, informational 
display only, or a remnant of a deprecated/future feature, it should either be removed to prevent 
on-chain state bloat and user confusion, or its non-payable nature must be very clearly documented.

The StakingAccount struct contains a reward: u128 field. This field is observed to accumulate a 
reward_per_token_earned_total value during the withdraw and withdraw_global operations. However, an 
end-to-end review of all provided instructions and testing confirmed there is no on-chain mechanism or 
dedicated instruction for users to claim or withdraw this specific reward balance.

Impact on Users:
● User Confusion: Users may see this reward value (if exposed by a UI) and expect it to be a payable 

amount, leading to confusion and dissatisfaction when no method to access it exists.
● Misleading Internal Accounting: If intended as a real, owed reward, the current implementation 

represents an unfulfilled on-chain liability of the protocol with no means of settlement.
● Potential Loss of Expected Value: Users might make staking decisions factoring in the growth of this 

reward field, only to find the accumulated value is not accessible on-chain.

Testing Outcome & Observations:
Test scripts that simulated the full lifecycle of staking and then withdrawing confirmed that the 
stake_account.reward field correctly accumulates values as per the logic. Subsequent methodical attempts 
to find or trigger any on-chain function to transfer this reward amount to the user's wallet were unsuccessful, 
as no such functionality is exposed by the program's instructions.

INITIAL VULNERABILITIES

state/mod.rs: Definition of 
StakingAccount { ..., reward: 
u128, ... }.
instructions/withdraw.rs & 
instructions/global/withdraw_
global.rs: Logic that increments 
stake_account.reward.

Medium  Risk
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create_pool Instruction Susceptible to Panic with Zero Duration Input

● Recommendations:
○ Implement Input Validation: Add a require! statement at the beginning of the create_pool 

instruction handler to ensure the duration argument is strictly greater than zero.

○ Define Minimum Sensible Duration: If applicable to the economic model, consider 
establishing and enforcing a minimum acceptable duration (e.g., 1 second or more) rather 
than just non-zero.

The create_pool instruction initializes the Pool.reward_rate using the formula 
u64::MAX.checked_div(duration).unwrap(). Testing confirmed that if a duration of 0 is provided as an 
argument to this instruction, the checked_div operation correctly returns None, which then causes the 
.unwrap() call to trigger a program panic. The instruction lacks input validation to prevent a zero duration.

Impact on Users:
● Any attempt by a user or script to call create_pool with duration = 0 will result in a failed transaction 

and the pool will not be created.
● This represents an unhandled edge case. While it doesn't directly risk existing funds, it can be a 

nuisance, break automated pool creation scripts if they inadvertently pass a zero, and reflects a lack of 
robustness in input handling for a creation instruction.

Testing Outcome & Observations:
When the create_pool instruction was invoked with the duration parameter set to 0 in a controlled test 
environment, the transaction consistently failed with a program panic, as anticipated by the code analysis. 
The program did not return a custom error but halted.

INITIAL VULNERABILITIES

instructions/create_pool.rs: 
Within the create_pool 
function, during Pool state 
initialization.

Medium  Risk
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Lack of Explicit Upper Bounds on Certain Administrative Fee Settings

● Recommendations:
○ Consider Implementing Upper Bounds: The development team should evaluate whether 

imposing sensible, hardcoded upper limits on add_reward_token_fee and 
minimum_stake_fee would be beneficial for operational safety and governance, consistent 
with the approach taken for other platform fees.

○ Strengthen Administrative Procedures: If explicit upper bounds are not implemented in the 
code, robust off-chain governance and multi-signature controls for the 
GlobalPoolConfig.authority are highly recommended to prevent accidental or malicious 
setting of exorbitant fees.

The instructions set_add_reward_fee and set_minimum_stake_fee allow the GlobalPoolConfig.authority to 
set the respective fee amounts for adding rewards to a pool and for creating sub-pools with minimum stake 
requirements. Testing confirmed that, unlike set_platform_fee and set_create_pool_fee which have 
programmatically enforced upper limits (e.g., 1 SOL), these two functions do not implement a similar ceiling on 
the fee values.

Impact on Users:
● While access to these functions is restricted to the trusted GlobalPoolConfig.authority, the absence of a 

hardcoded upper bound means an administrator could inadvertently or intentionally set these specific 
fees to extremely high levels.

● This poses a governance consideration rather than a direct technical exploit that unauthorized users 
can trigger. Excessively high fees could render certain functionalities economically unviable for pool 
managers.

Affected Code:

● instructions/set_add_reward_fee.rs
● instructions/set_minimum_stake_fee.rs

Testing Outcome & Observations:
In a test environment, it was confirmed that the set_add_reward_fee and set_minimum_stake_fee 
instructions successfully update fee values in GlobalPoolConfig even when provided with very large u64 
inputs. No rejection or capping mechanism is present in these specific functions, unlike other fee-setting 
instructions in the program.

INITIAL VULNERABILITIES

Low  Risk/Informational
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close_pool Instruction Has Limited Scope and Specific Token Account Closure Mechanism

● Recommendations:
○ Detailed Cleanup Documentation: Provide clear, step-by-step documentation for 

administrators outlining the procedure to fully decommission a Pool and all its associated 
accounts (all sub-pools, all reward vaults, all reward info accounts).

○ Consider Helper Scripts: Develop off-chain helper scripts that administrators can use to 
identify all accounts related to a specific pool and automate the sequence of close_pool (or 
other necessary close instructions) calls.

○ Future Enhancement (Optional): For a more advanced solution, consider if a new "full 
decommission pool" instruction could be safely implemented to handle the iterative closure 
of child accounts, though this would require careful design to manage iteration and 
compute budget limits.

The close_pool instruction is designed to close a Pool account, one associated SubPool account, and one 
specified pool_token_account. For the pool_token_account, Anchor's close = authority mechanism is used, 
which reclaims the lamports from the account's state data to the designated authority but does not perform 
a full SPL token::close_account CPI. This is standard and acceptable for an already empty token account. 
However, the instruction's design to handle only one of each type of account per call means that fully 
decommissioning a Pool that has multiple sub-pools or managed multiple reward token types (each with its 
own vault) would require a series of carefully orchestrated operations.

Impact on Users:
● Increased Administrative Effort: Closing complex pools with multiple associated accounts (e.g., several 

sub-pools, multiple RewardInfo accounts, and their corresponding token vaults) necessitates multiple 
transactions and careful manual tracking by the Pool.authority to ensure all related accounts are 
properly closed and rent reclaimed.

● Potential for Orphaned Accounts: If the manual cleanup process is not executed meticulously, some 
associated accounts might be inadvertently left on-chain, leading to tied-up rent.

Affected Code:

● instructions/close_pool.rs

Testing Outcome & Observations:
Testing confirmed that close_pool correctly closes the specified accounts (Pool, SubPool, one TokenAccount) 
and reclaims rent, provided the constraints (e.g., sub_pool.total_staked == 0, pool_token_account.amount 
== 0 ) are met. However, the instruction is not capable of iteratively closing multiple sub-pools or multiple 
distinct token vaults associated with a single parent pool in one go.

INITIAL VULNERABILITIES

Low  Risk/Informational
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Stake Operations Mandate Full Withdrawal Before Re-staking (Usability Consideration)

● Recommendations:
○ Clear User Documentation: Ensure that all user guides, FAQs, and UI/UX elements clearly 

communicate this requirement. Users should be explicitly informed that to increase their 
stake in a given pool/sub-pool, they must first withdraw their current stake and then 
re-stake the new total.

○ Consider "Add to Stake" Feature (Future Enhancement): For improved usability, the team 
might consider designing and implementing a new, separate instruction (e.g., addToStake) 
that allows users to contribute additional tokens to an existing active stake. This would 
require careful handling of how reward_per_token_start and lock-up periods are managed 
for the incremental amount.

The stake and stake_global instructions both enforce a require_eq!(stake_account.amount, 0); condition. 
This means that if a user already has an active stake in a specific pool or sub-pool (i.e., their StakingAccount 
exists and has a non-zero amount), they cannot directly add more tokens to that existing stake. They must 
first execute a full withdraw (which sets their stake_account.amount to 0) and then perform a new stake 
transaction with the total desired amount.

Impact on Users:
● User Experience: This two-step process for increasing a stake (withdraw then re-stake) can be less 

intuitive and more cumbersome for users compared to a direct "add to stake" or "top-up" functionality.
● Increased Transaction Costs: Users incur costs for two separate transactions if they wish to increase 

their staked amount.
● While this is a valid design choice that simplifies some aspects of reward calculation updates, its 

implications on usability should be noted.

Affected Code:

● instructions/stake.rs
● instructions/global/stake_global.rs

Testing Outcome & Observations:
Functional testing confirmed this behavior. Attempts to call stake or stake_global for a StakingAccount with 
an existing non-zero staked amount consistently failed the require_eq! check. Users were required to first 
withdraw all tokens from that specific stake account before a new stake operation could succeed.

INITIAL VULNERABILITIES

Low  Risk/Informational
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The review of StakeNova identified several design choices and implementation details that 
contribute positively to its security posture:

● Effective Use of Program Derived Addresses (PDAs): The program consistently utilizes 
PDAs for its token vaults (staking_token_vault, pool_reward_token_vault, 
global_reward_token_vault), ensuring these critical accounts are securely owned and 
managed by the program itself. This aligns with stated requirements for secure token 
operations.

● Robust Administrative Access Controls: Sensitive administrative functions, such as 
setting platform fees and managing the treasury wallet, are securely restricted to the 
designated authority within the GlobalPoolConfig account.

● Safe Arithmetic Practices: Critical financial calculations leverage checked_ arithmetic 
functions throughout the Rust code and utilize PreciseNumber from spl-math for 
reward computations, reducing overflow risks. This is further reinforced by the 
compiler-enforced overflow-checks = true setting in the release build profile 
(Cargo.toml).

● Clear Error Handling: The use of custom error codes in error.rs provides specific 
reasons for transaction failures, which aids in debugging and improves the clarity of 
program interactions.

● Enforcement of Staking Lock-ups: Stake lock-up periods are correctly enforced in the 
claim_reward and withdraw instructions by validating the stake_account.unlock_at 
timestamp against the current blockchain time.

● Consistent PDA Derivation: Client-side PDA derivation logic, as observed in the test 
suite utilities (tests/utils.ts), accurately matches the on-chain seed configurations 
defined in the Rust account structs.

● Input Validation on Key Parameters: Several instructions include explicit validation for 
important inputs, such as the fee cap checks in set_platform_fee and for stake_fee in 
create_pool.

● Modular Code Structure: The program's source code is well-organized into distinct 
modules for state, instructions, and shared logic, enhancing readability, 
maintainability, and auditability.

● Flexible Token Program Interaction: The use of TokenInterface for token account types 
allows the program to flexibly interact with different versions of the SPL Token program.

These strengths provide a solid foundation for the program. Addressing the identified areas 
for improvement will further enhance StakeNova's overall security.

SECURITY STRENGTHS &
POSITIVE OBSERVATIONS
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This re-audit was conducted to review and assess the mitigations implemented by the 
StakeNova development team following the initial security assessment completed on May 
27, 2025. The scope of this re-evaluation focused on the updated Rust codebase 
corresponding to the program deployed on the Solana mainnet, aiming to verify the 
resolution of previously identified vulnerabilities and analyze the security implications of any 
new or clarified design choices.

The StakeNova team has demonstrated a commendable commitment to improving the 
security and robustness of their program. The developers successfully addressed several 
significant technical vulnerabilities identified in the initial report. Key fixes include the 
complete mitigation of the Denial of Service risk caused by a division-by-zero error in the 
sub-pool reward calculation and the resolution of systemic transaction instability by 
replacing panicking .unwrap() calls with graceful error handling. Furthermore, risks 
associated with unvalidated inputs, such as the potential for a zero-duration pool creation 
and uncapped administrative fees, have also been effectively resolved. These changes 
materially strengthen the program's resilience against unexpected inputs and states.

The re-audit process also served to clarify the team's design intent for certain mechanisms 
initially flagged as high-risk. The finding regarding global reward claims being influenced by 
transient vault balances has been re-classified as an intentional design choice aimed at 
ensuring vault longevity. Similarly, the ambiguity around the StakingAccount.reward field 
has been resolved with a clarification that the user's StakingAccount is now closed upon 
withdrawal of principal funds. While these clarifications resolve the issues as technical 
"vulnerabilities," they shift the focus to the critical importance of user transparency. The 
implications of these design choices—namely, variable reward payouts for global stakers 
and the forfeiture of any unclaimed rewards upon withdrawal—represent significant risks to 
users if not communicated with extreme clarity.

In conclusion, while the StakeNova team has effectively remediated a number of important 
technical vulnerabilities, the overall security of the project on mainnet now hinges on two 
crucial areas beyond the code itself: operational security and user transparency. The 
primary central risk is the security of the single upgrade authority key, which holds the 
power to modify the program logic. The highest priority for a safe user experience is 
ensuring the platform's unique economic mechanisms are communicated clearly and 
proactively in all user-facing interfaces and documentation. It is strongly recommended 
that the team secures the upgrade authority with a multi-signature solution and pursues 
on-chain source code verification on Solscan to build community trust. The project has a 
solid foundation, and its long-term success will depend on maintaining this commitment to 
security and transparency through future upgrades.

SUMMARY & CONCLUSION
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Disclaimer
This report shows findings based on our limited project analysis, following good industry practice from the date 

of this report, in relation to cybersecurity vulnerabilities and issues in the framework and algorithms based on 

smart contracts, overall social media and website presence and team transparency details of which are set out 

in this report. In order to get a full view of our analysis, it is crucial for you to read the full report.

While we have done our best in conducting our analysis and producing this report, it is important to note that 

you should not rely on this report and cannot claim against us on the basis of what it says or doesn’t say, or how 

we produced it, and it is important for you to conduct your own independent investigations before making any 

decisions. We go into more detail on this in the disclaimer below – please make sure to read it in full.

DISCLAIMER: 

By reading this report or any part of it, you agree to the terms of this disclaimer. If you do not agree to the terms, 

then please immediately cease reading this report, and delete and destroy any and all copies of this report 

downloaded and/or printed by you. This report is provided for information purposes only and on a non-reliance 

basis, and does not constitute investment advice.

No one shall have any right to rely on the report or its contents, and SpyWolf and its affiliates (including holding 

companies, shareholders, subsidiaries, employees, directors, officers and other representatives) (SpyWolf) owe 

no duty of care towards you or any other person, nor does SpyWolf make any warranty or representation to any 

person on the accuracy or completeness of the report.

The report is provided "as is", without any conditions, warranties or other terms of any kind except as set out in 

this disclaimer, and SpyWolf hereby excludes all representations, warranties, conditions and other terms 

(including, without limitation, the warranties implied by law of satisfactory quality, fitness for purpose and the 

use of reasonable care and skill) which, but for this clause, might have effect in relation to the report. Except and 

only to the extent that it is prohibited by law, SpyWolf hereby excludes all liability and responsibility, and neither 

you nor any other person shall have any claim against SpyWolf, for any amount or kind of loss or damage that 

may result to you or any other person (including without limitation, any direct, indirect, special, punitive, 

consequential or pure economic loss or damages, or any loss of income, profits, goodwill, data, contracts, use of 

money, or business interruption, and whether in delict, tort (including without limitation negligence), contract, 

breach of statutory duty, misrepresentation (whether innocent or negligent) or otherwise under any claim of 

any nature whatsoever in any jurisdiction) in any way arising from or connected with this report and the use, 

inability to use or the results of use of this report, and any reliance on this report. The analysis of the security is 

purely based on the smart contracts, website, social media and team.

No applications were reviewed for security. No product code has been reviewed.
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